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General Instructions

Read the following instructions very carefully and strictly follow them:

1. Each GATE 2022 paper consists of a total of 100 marks. The examination is

divided into two sections – General Aptitude (GA) and the Candidate’s Selected

Subjects. General Aptitude carries 15 marks, while the remaining 85 marks are

dedicated to the candidate’s chosen test paper syllabus.

2. GATE 2022 will be conducted in English as a Computer Based Test (CBT) at

select centres in select cities. The duration of the examination is 3 hours.

3. MCQs carry 1 mark or 2 marks.

4. For a wrong answer in a 1-mark MCQ, 1/3 mark is deducted.

5. For a wrong answer in a 2-mark MCQ, 2/3 mark is deducted.

6. No negative marking for wrong answers in MSQ or NAT questions.

General Aptitude (GA)

1. The is too high for it to be considered .

(A) fair / fare

(B) faer / fair

(C) fare / fare

(D) fare / fair

Correct Answer: (D) fare / fair

Solution:
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Step 1: Understand the meaning of the sentence.

The sentence refers to something being “too high,” which clearly suggests fare (the cost of a

ticket).

Step 2: Analyze the second blank.

The phrase “to be considered ” requires the word fair, meaning “reasonable” or

“just.”

Step 3: Choose the correct homophones.

- fare = price of travel → fits the first blank.

- fair = reasonable → fits the second blank.

Step 4: Conclusion.

The correct pair is fare / fair, which corresponds to option (D).

Quick Tip

Remember: “fare” relates to cost, while “fair” relates to justice or reasonableness.

2. A function y(x) is defined in the interval [0, 1] on the x-axis as

y(x) =


2 if 0 ≤ x < 1

3

3 if 1
3 ≤ x < 3

4

1 if 3
4 ≤ x ≤ 1

Which one of the following is the area under the curve for the interval [0, 1] on the

x-axis?

(A) 5
6

(B) 6
5

(C) 13
6

(D) 6
13

Correct Answer: (C)

Solution:
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We are asked to find the area under the piecewise function y(x) in the interval [0, 1]. To do

this, we will calculate the area for each segment of the function.

Step 1: Area from 0 to 1
3

For this segment, the value of the function is y(x) = 2. The area under this part of the curve

is the rectangle formed by the base of length 1
3 and height 2:

Area1 = 2× 1

3
=

2

3

Step 2: Area from 1
3 to 3

4

For this segment, the value of the function is y(x) = 3. The area under this part of the curve

is the rectangle formed by the base of length 3
4 −

1
3 = 5

12 and height 3:

Area2 = 3× 5

12
=

15

12
=

5

4

Step 3: Area from 3
4 to 1

For this segment, the value of the function is y(x) = 1. The area under this part of the curve

is the rectangle formed by the base of length 1− 3
4 = 1

4 and height 1:

Area3 = 1× 1

4
=

1

4

Step 4: Total Area

The total area under the curve is the sum of the areas from each segment:

Total Area = Area1 + Area2 + Area3 =
2

3
+

5

4
+

1

4

Finding a common denominator:

Total Area =
2

3
+

6

4
=

8

12
+

18

12
=

26

12
=

13

6

Thus, the correct answer is (C).

Quick Tip

When calculating the area under a piecewise function, break it into intervals and calcu-

late the area for each segment separately.
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3. Let r be a root of the equation x2 + 2x+ 6 = 0. Then the value of the expression

(r + 2)(r + 3)(r + 4)(r + 5) is

(A) 51

(B) −51

(C) 126

(D) −126

Correct Answer: (D) −126

Solution:

Given equation:

r2 + 2r + 6 = 0

We rewrite the expression (r + 2)(r + 3)(r + 4)(r + 5) by grouping terms:

(r + 2)(r + 5) · (r + 3)(r + 4)

Compute the first pair:

(r + 2)(r + 5) = r2 + 7r + 10

Compute the second pair:

(r + 3)(r + 4) = r2 + 7r + 12

Let

A = r2 + 7r

Then the product becomes:

(A+ 10)(A+ 12)

Expand:
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A2 + 22A+ 120

Now compute A = r2 + 7r using the given equation.

From the quadratic:

r2 = −2r − 6

Substitute into A:

A = (−2r − 6) + 7r = 5r − 6

Now compute A2:

A2 = (5r − 6)2 = 25r2 − 60r + 36

Substitute r2 = −2r − 6:

A2 = 25(−2r − 6)− 60r + 36

A2 = −50r − 150− 60r + 36

A2 = −110r − 114

Now compute the full expression:

A2 + 22A+ 120 = (−110r − 114) + 22(5r − 6) + 120

Compute the 22A term:

22(5r − 6) = 110r − 132

Combine all:

(−110r − 114) + (110r − 132) + 120
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The r terms cancel out:

−114− 132 + 120 = −126

Thus, the value of the expression is 126.

Quick Tip

When evaluating expressions involving roots, use the original quadratic to eliminate r2

and simplify the product efficiently.

4. Given below are four statements.

Statement 1: All students are inquisitive.

Statement 2: Some students are inquisitive.

Statement 3: No student is inquisitive.

Statement 4: Some students are not inquisitive.

From the given four statements, find the two statements that CANNOT BE TRUE

simultaneously, assuming that there is at least one student in the class.

(A) Statement 1 and Statement 3

(B) Statement 1 and Statement 2

(C) Statement 2 and Statement 4

(D) Statement 3 and Statement 4

Correct Answer: (A) Statement 1 and Statement 3

Solution:

Step 1: Analyze the Statements.

- Statement 1: All students are inquisitive.

This statement asserts that every student is inquisitive, so it is a universal positive statement.

- Statement 2: Some students are inquisitive.

This statement asserts that at least one student is inquisitive, which is a partial positive

statement. It is logically consistent with Statement 1.
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- Statement 3: No student is inquisitive.

This statement asserts that no student is inquisitive, which directly contradicts Statement 2

and Statement 1.

- Statement 4: Some students are not inquisitive.

This statement asserts that at least one student is not inquisitive, which is logically consistent

with Statement 2.

Step 2: Identify the contradictory statements.

Statements 1 and 3 cannot both be true at the same time. If all students are inquisitive

(Statement 1), then no student can be inquisitive (Statement 3) is a contradiction. Therefore,

Statements 1 and 3 cannot both be true simultaneously.

Step 3: Conclusion.

The correct answer is (A) Statement 1 and Statement 3.

Quick Tip

When analyzing logical statements, check for contradictions between universal and ex-

istential statements. Two mutually exclusive statements cannot both be true at the same

time.

5. A palindrome is a word that reads the same forwards and backwards. In a game of

words, a player has the following two plates painted with letters.

A D

From the additional plates given in the options, which one of the combinations of

additional plates would allow the player to construct a five-letter palindrome? The

player should use all the five plates exactly once. The plates can be rotated in their

plane.

(A) D

D

J

(B) R

A

R

(C) Z

E

D
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(D) I

L

Y

Correct Answer: (B)

Solution:

Step 1: Requirements for a 5-letter palindrome.

A 5-letter palindrome has the structure:

x y z y x

Thus, letters in positions 1 and 5 must match, and letters in positions 2 and 4 must match.

The middle letter (position 3) can be anything.

Step 2: Given plates.

The player already has: A and D. To build a 5-letter palindrome, we need pairs of matching

letters OR letters that look identical when rotated.

Step 3: Check each option.

(A) Contains D,D, J . Two matching D’s exist, but J cannot form any symmetric pair with A

or D. Not usable.

(B) Contains R,A(rotated), R. The rotated A still appears as A. We now have:

- A (from original)

- A (rotated plate)

- R,R

- plus the given D

This gives enough symmetric pairing:

Example palindrome: R A D A R.

(C) Contains Z,E(rotated), D. This cannot form symmetric pairs with A and D correctly.

(D) Contains I, L(rotated), Y . These letters cannot form the required pairs.

Thus, only option (B) allows a valid 5-letter palindrome.

Quick Tip

To form a palindrome, always check whether pairs of letters can match or remain iden-

tical when rotated.
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6. Some people believe that “what gets measured, improves”. Some others believe that

“what gets measured, gets gamed”. One possible reason for the difference in the beliefs

is the work culture in organizations. In organizations with good work culture, metrics

help improve outcomes. However, the same metrics are counterproductive in

organizations with poor work culture.

Which one of the following is the CORRECT logical inference based on the information

in the above passage?

(A) Metrics are useful in organizations with poor work culture

(B) Metrics are useful in organizations with good work culture

(C) Metrics are always counterproductive in organizations with good work culture

(D) Metrics are never useful in organizations with good work culture

Correct Answer: (B) Metrics are useful in organizations with good work culture

Solution:

Step 1: Identify the key idea of the passage.

The passage explains that metrics can lead to improvement or manipulation depending on an

organization’s work culture.

Step 2: Identify when metrics are beneficial.

It clearly states that in organizations with good work culture, metrics help improve outcomes.

Step 3: Identify when metrics are counterproductive.

The same metrics become counterproductive in organizations with poor work culture.

Step 4: Eliminate incorrect options.

- (A) is false because metrics are not useful in poor work culture.

- (C) and (D) contradict the passage since metrics are useful in good work culture.

Step 5: Conclusion.

Only option (B) correctly reflects the information from the passage.
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Quick Tip

Good work culture ensures that metrics drive improvement; poor culture leads to gam-

ing or misuse of metrics.

7. In a recently conducted national entrance test, boys constituted 65% of those who

appeared for the test. Girls constituted the remaining candidates and they accounted

for 60% of the qualified candidates.

Which one of the following is the correct logical inference based on the information

provided in the above passage?

(A) Equal number of boys and girls qualified

(B) Equal number of boys and girls appeared for the test

(C) The number of boys who appeared for the test is less than the number of girls who

appeared

(D) The number of boys who qualified the test is less than the number of girls who qualified

Correct Answer: (D)

Solution:

Let’s denote the total number of candidates who appeared for the test as N . - The number of

boys who appeared for the test is 0.65N , and the number of girls who appeared is 0.35N . -

According to the problem, girls accounted for 60% of the qualified candidates. So, the

number of girls who qualified the test is 0.60Q, where Q is the total number of candidates

who qualified the test. - This means the number of boys who qualified the test is 0.40Q

because boys account for the remaining 40% of the qualified candidates.

Now, let’s analyze the total number of qualified candidates Q: - The total number of qualified

candidates is the sum of the number of boys and girls who qualified. Therefore:

Q = 0.40Q+ 0.60Q

This implies that the total number of qualified candidates is distributed between boys and

girls according to the given ratios. Since girls account for a higher percentage of qualified
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candidates, the number of boys who qualified the test is less than the number of girls who

qualified.

Thus, the correct inference is (D): The number of boys who qualified the test is less than the

number of girls who qualified.

Quick Tip

When dealing with percentages in logical reasoning problems, breaking down the total

and distributing the values according to the given information helps identify the correct

inference.

8. A box contains five balls of same size and shape. Three of them are green coloured

balls and two of them are orange coloured balls. Balls are drawn from the box one at a

time. If a green ball is drawn, it is not replaced. If an orange ball is drawn, it is

replaced with another orange ball. First ball is drawn. What is the probability of

getting an orange ball in the next draw?

(A) 1
2

(B) 8
25

(C) 19
50

(D) 23
50

Correct Answer: (D) 23
50

Solution:

Initially, the box contains 3 green balls and 2 orange balls, making a total of 5 balls.

We must compute the probability of drawing an orange ball on the second draw, considering

the two possible outcomes of the first draw.

Case 1: First ball is green (G).

Probability of drawing green first = 3
5 .

If a green ball is drawn, it is not replaced.

So the box now contains 2 green and 2 orange balls (4 total).
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Probability of orange in next draw = 2
4 = 1

2 .

Contribution of this case:

3

5
× 1

2
=

3

10

Case 2: First ball is orange (O).

Probability of drawing orange first = 2
5 .

If an orange ball is drawn, it is replaced with another orange ball. So the total remains 5

balls.

But the number of orange balls becomes 3 (because the drawn orange ball is replaced with

another orange).

Thus the new composition is: 3 orange, 3 green? No — green was 3 originally and remains

unchanged, so it is 3 green and 3 orange?

Actually, initial was 3G + 2O. One O is drawn, and replaced by a new O, so:

3G + 2O → draw O → replace with O → still 3G + 2O.

So the box composition does not change. It remains 3 green and 2 orange (5 balls total).

Thus probability of orange in next draw = 2
5 .

Contribution of this case:

2

5
× 2

5
=

4

25

Final probability:

3

10
+

4

25

Take LCM 50:

3

10
=

15

50
,

4

25
=

8

50

15

50
+

8

50
=

23

50

Thus, the probability of getting an orange ball in the next draw is 23
50 .
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Quick Tip

In probability problems involving replacement rules, treat each case separately and use

total probability law to combine the results.

9. The corners and mid-points of the sides of a triangle are named using the distinct

letters P, Q, R, S, T, and U, but not necessarily in the same order. Consider the

following statements:

• The line joining P and R is parallel to the line joining Q and S.

• P is placed on the side opposite to the corner T.

• S and U cannot be placed on the same side.

Which one of the following statements is correct based on the above information?

(A) P cannot be placed at a corner

(B) S cannot be placed at a corner

(C) U cannot be placed at a mid-point

(D) R cannot be placed at a corner

Correct Answer: (B) S cannot be placed at a corner

Solution:

Step 1: Understand the given conditions.

We are given that P, Q, R, S, T, and U are placed at various points of the triangle, with certain

conditions applied:

- P and R are placed such that the line joining them is parallel to the line joining Q and S.

- P is placed on the side opposite to the corner T.

- S and U cannot be placed on the same side.

Step 2: Analyzing the positions.

- The condition that PR ∥ QS implies a specific geometric relation between these points.

- P is placed on the side opposite T, which rules out P being at a corner.
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- The condition that S and U cannot be placed on the same side implies that at least one of

them must be placed at a corner.

Step 3: Conclusion.

Since S and U cannot be on the same side, and S must be placed at a corner (because it

cannot be placed at the mid-point), it follows that S cannot be placed at a corner. Therefore,

the correct answer is (B).

Quick Tip

When analyzing geometric placement problems, pay close attention to parallelism,

placement restrictions, and the geometric relationships between points and sides.

10. A plot of land must be divided between four families. They want their individual

plots to be similar in shape, not necessarily equal in area. The land has equally spaced

poles, marked as dots in the below figure. Two ropes, R1 and R2, are already present

and cannot be moved.

What is the least number of additional straight ropes needed to create the desired

plots? A single rope can pass through three poles that are aligned in a straight line.

(A) 2

(B) 4
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(C) 5

(D) 3

Correct Answer: (D) 3

Solution:

Step 1: Analyze the problem.

The land is divided by straight ropes passing through poles. To divide the land into four

sections, we need to strategically place additional ropes that divide the land into distinct

plots. Each rope can pass through three poles, forming a straight line.

Step 2: Evaluate the situation.

There are already two ropes, R1 and R2, placed in the figure. To create four plots, we need to

add three additional ropes that intersect the existing ropes at points where they can divide the

land into four distinct sections.

Step 3: Conclusion.

Through strategic placement of three additional ropes, we can divide the land into four equal

plots. Thus, the minimum number of additional ropes needed is 3.

Thus, the correct answer is (D) 3.

Quick Tip

When dividing an area into multiple sections using ropes, consider how the ropes inter-

sect and how the plots are separated by each additional rope.

11. Which one of the following statements is TRUE for all positive functions f(n)?

(A) f(n2) = Θ(f(n)2), when f(n) is a polynomial

(B) f(n2) = o(f(n)2), when f(n) is an exponential function

(C) f(n2) = O(f(n)2), when f(n) is an exponential function

(D) f(n2) = Ω(f(n)2)

Correct Answer: (A)
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Solution:

For polynomial functions, f(n2) and f(n)2 have the same growth rate. This is because both

grow at a polynomial rate, and squaring f(n) is equivalent to applying the function to n2.

Hence, statement (A) is correct, and the other statements do not hold universally for all

positive functions.

Final Answer: (A)

Quick Tip

For polynomial functions, f(n2) and f(n)2 grow at the same rate. The notation Θ is used

for functions that grow at the same rate asymptotically.

12. Which one of the following regular expressions correctly represents the language of the

finite automaton given below?

(A) ab∗bab∗ + ba∗aba∗

(B) (abb)ab+ + (baa)∗ba∗

(C) (abb + baa)(a∗ + b∗)

(D) (baa + abb)∗(abb + baa)

Correct Answer: (A) and (D)

Solution:

- The finite automaton described likely accepts strings that contain patterns of alternating a

and b with certain repetitions, as indicated by the regular expressions involving star and plus

operations for asterisks (indicating repetition of elements). - Option (A) correctly reflects the
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behavior of the automaton by allowing for the repetition of a and b in particular sequences. -

Option (D) also matches the structure of the transitions based on the automaton diagram.

Thus, the correct answer is (A) and (D).

Final Answer: (A) and (D)

Quick Tip

When dealing with finite automata, the transitions that involve alternating letters (like

ab∗ or ba∗) generally correspond to a language with alternating letters that repeat in

specified patterns.

13. Which one of the following statements is TRUE?

(A) The LALR(1) parser for a grammar G cannot have reduce-reduce conflict if the LR(1)

parser for G does not have reduce-reduce conflict.

(B) Symbol table is accessed only during the lexical analysis phase.

(C) Data flow analysis is necessary for run-time memory management.

(D) LR(1) parsing is sufficient for deterministic context-free languages.

Correct Answer: (D)

Solution:

- Option (A) is false. The LALR(1) parser can still have a reduce-reduce conflict even if the

LR(1) parser does not, because LALR(1) is a simplification of LR(1) and may introduce

conflicts due to merging of states. Thus, this option is incorrect.

- Option (B) is false. The symbol table is typically accessed during both the lexical analysis

and the semantic analysis phases, not just during lexical analysis. In fact, it is used

throughout the compilation process, particularly during syntax and semantic analysis.

- Option (C) is false. Data flow analysis is not directly related to run-time memory

management, but rather to analyzing how data is propagated throughout a program. It helps

detect errors and optimize code but does not deal with memory allocation or management

directly.
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- Option (D) is true. LR(1) parsing is indeed sufficient for deterministic context-free

languages, which are those that can be parsed deterministically using a single lookahead

symbol. LR(1) parsers can handle a broader class of languages compared to LL(1) parsers.

This is the correct statement.

Final Answer: (D)

Quick Tip

LR(1) parsing is powerful enough to handle deterministic context-free languages and is

widely used in efficient compiler construction.

14. In a relational data model, which one of the following statements is TRUE?

(A) A relation with only two attributes is always in BCNF.

(B) If all attributes of a relation are prime attributes, then the relation is in BCNF.

(C) Every relation has at least one non-prime attribute.

(D) BCNF decompositions preserve functional dependencies.

Correct Answer: (A)

Solution:

- Option (A) is true. If a relation has only two attributes, it will always be in BCNF. This is

because, for a relation to violate BCNF, one of the functional dependencies must involve a

non-prime attribute as a determinant, and this condition is automatically satisfied in

two-attribute relations.

- Option (B) is false. A relation in which all attributes are prime does not necessarily mean it

is in BCNF. The BCNF condition is that for every non-trivial functional dependency, the

left-hand side must be a superkey. Even if all attributes are prime, if a non-prime attribute

determines another non-prime attribute, the relation will not be in BCNF.

- Option (C) is false. Not every relation has at least one non-prime attribute. For instance, if

all attributes of the relation are part of the candidate key, then the relation has only prime

attributes.
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- Option (D) is false. While BCNF decompositions preserve lossless-join and dependency

preservation in most cases, they may not always preserve functional dependencies. In some

cases, a BCNF decomposition may lose some functional dependencies due to the splitting of

relations.

Final Answer: (A)

Quick Tip

A relation with only two attributes will always satisfy the BCNF condition as there are

fewer possibilities for violating the condition.

15. Consider the problem of reversing a singly linked list. To take an example, given the

linked list below,

The reversed linked list should look like

Which one of the following statements is TRUE about the time complexity of

algorithms that solve the above problem in O(1) space?

(A) The best algorithm for the problem takes θ(n) time in the worst case.

(B) The best algorithm for the problem takes θ(n log n) time in the worst case.

(C) The best algorithm for the problem takes θ(n2) time in the worst case.

(D) It is not possible to reverse a singly linked list in O(1) space.

Correct Answer: (A) The best algorithm for the problem takes θ(n) time in the worst case.

Solution:

Reversing a singly linked list involves iterating through the list once and changing the

direction of the pointers. The best algorithm for this problem runs in linear time θ(n), where

n is the number of elements in the list. Since we are only using a constant amount of extra

space (just a few pointers to help with reversal), the space complexity is O(1).
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Thus, the time complexity is θ(n) in the worst case.

Quick Tip

Reversing a singly linked list can be done efficiently in θ(n) time with O(1) space.

16. Suppose we are given n keys, m hash table slots, and two simple uniform hash

functions h1 and h2. Further suppose our hashing scheme uses h1 for the odd keys and

h2 for the even keys. What is the expected number of keys in a slot?

(A) m
n

(B) n
m

(C) 2n
m

(D) n
2m

Correct Answer: (A) m
n , (B) n

m

Solution:

In this hashing scheme, the n keys are uniformly distributed across m hash table slots, with

keys being assigned to different hash functions based on their parity. Each hash function h1

and h2 independently maps keys to hash slots. This results in a uniform distribution of keys

across the hash slots.

Thus, the expected number of keys per slot is the total number of keys divided by the number

of slots, which is n
m . Hence, the expected number of keys in a slot is n

m , which corresponds to

(B).

Quick Tip

In hashing schemes with uniform distribution, the expected number of keys per slot is

simply the total number of keys divided by the number of slots.

17. Which one of the following facilitates transfer of bulk data from hard disk to main

memory with the highest throughput?
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(A) DMA based I/O transfer

(B) Interrupt driven I/O transfer

(C) Polling based I/O transfer

(D) Programmed I/O transfer

Correct Answer: (A) DMA based I/O transfer

Solution:

In computer systems, the method of transferring data from one location to another can

greatly impact the throughput of the system. Let’s review the options:

- DMA (Direct Memory Access) based I/O transfer: This method allows peripherals (like a

hard disk) to directly access the system’s memory without involving the CPU for every byte

of data. This dramatically improves data transfer rates, as the CPU is not bogged down with

the task of moving data between memory and peripherals. DMA is typically used for

high-speed data transfer like bulk data from a hard disk to memory, offering the highest

throughput.

- Interrupt-driven I/O transfer: In this method, the CPU is notified via an interrupt when the

I/O device is ready to send or receive data. While efficient, it still requires the CPU to

manage the data transfer, which can reduce throughput compared to DMA.

- Polling-based I/O transfer: This involves the CPU regularly checking (polling) if the I/O

device is ready for data transfer. This method is less efficient because the CPU wastes cycles

checking for availability, reducing overall throughput.

- Programmed I/O transfer: This is the most basic form of I/O where the CPU directly

controls the data transfer, typically using simple instructions to move data between memory

and devices. This method is slow because the CPU is involved in every step of the process.

Therefore, DMA offers the highest throughput and is the correct answer.

Quick Tip

For high-speed data transfer, always prefer DMA-based I/O as it allows direct transfer

between devices and memory, freeing up the CPU.
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18. Let R1 and R2 be two 4-bit registers that store numbers in 2’s complement form.

For the operation R1 + R2, which one of the following values of R1 and R2 gives an

arithmetic overflow?

(A) R1 = 1011 and R2 = 1110

(B) R1 = 1100 and R2 = 1010

(C) R1 = 0011 and R2 = 0100

(D) R1 = 1001 and R2 = 1111

Correct Answer: (A) R1 = 1011 and R2 = 1110

Solution:

In 2’s complement arithmetic, overflow occurs when the result of an addition exceeds the

capacity of the register, meaning the sum cannot be represented correctly within the given

bit-width.

Let’s break down the options:

- R1 = 1011 and R2 = 1110: R1 = 1011 is -5 (in 2’s complement) and R2 = 1110 is -2.

Adding these gives:

−5 + (−2) = −7

But, in 4-bit 2’s complement, the range is from -8 to +7. The result -7 is within the range, so

no overflow.

- R1 = 1100 and R2 = 1010: R1 = 1100 is -4 and R2 = 1010 is -6. Adding these gives:

−4 + (−6) = −10

This is an overflow because -10 cannot be represented in a 4-bit 2’s complement register.

- R1 = 0011 and R2 = 0100: R1 = 0011 is +3 and R2 = 0100 is +4. Adding these gives:

3 + 4 = 7

The result 7 is within the range, so no overflow.

- R1 = 1001 and R2 = 1111: R1 = 1001 is -7 and R2 = 1111 is -1. Adding these gives:

−7 + (−1) = −8

-8 is the lower limit of the range, so there is no overflow.
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Therefore, the correct answer is (A) because it represents the situation where an arithmetic

overflow occurs in 4-bit 2’s complement arithmetic.

Quick Tip

In 2’s complement arithmetic, overflow occurs when the result falls outside the repre-

sentable range. For an n-bit register, the range is from −2n−1 to 2n−1 − 1.

19. Consider the following threads, T1, T2, and T3 executing on a single processor,

synchronized using three binary semaphore variables, S1, S2, and S3, operated upon

using standard wait() and signal(). The threads can be context switched in any order

and at any time.

Correct Answer: (C)

Solution:

The given code describes three threads T1, T2, and T3 that are synchronized using three binary

semaphores S1, S2, and S3. The goal is to print the sequence BCABCABC... repeatedly.

Each thread performs a sequence of operations with ‘wait()‘ and ‘signal()‘ on the

semaphores. These operations control the execution order and synchronization of the threads.

- Thread T1 waits for semaphore S3, prints ”C”, and then signals semaphore S2. - Thread T2

waits for semaphore S1, prints ”B”, and then signals semaphore S3. - Thread T3 waits for

semaphore S2, prints ”A”, and then signals semaphore S1.

The sequence that needs to be printed is BCABCABC.... To achieve this, we need to ensure

that the threads are executed in the correct order. The order of execution is controlled by the
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semaphores.

- Initialization (Option C): S1 = 1, S2 = 0, S3 = 0 works as follows: - Initially, S1 is 1,

allowing T3 to run and print ”A”. - Then T2 runs, as S1 is signaled, and prints ”B”. - T1 waits

for S3 (which is 0 initially) but will be allowed to run after T2 signals S3 and prints ”C”. -

This cycle continues, ensuring the sequence BCABCABC... is followed.

Thus, the correct initialization of semaphores to achieve the desired sequence is S1 = 1,

S2 = 0, and S3 = 0, corresponding to Option (C).

Quick Tip

In synchronization problems involving semaphores, the key is to initialize the

semaphores in such a way that allows the threads to execute in the correct order while

preventing race conditions. Here, the semaphores control which thread runs next by

using wait and signal operations.

21. What is printed by the following ANSI C program?

#include<stdio.h>

int main(int argc, char argv[])

{

int x = 1, z[2] = {10, 11};

int p = NULL;

p = &x;

p = 10;

p = &z[1];

(&z[0] + 1) += 3;

printf("%d, %d, %d\n", x, z[0], z[1]);

return 0;

}

(A) 1, 10, 11
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(B) 1, 10, 14

(C) 10, 14, 11

(D) 10, 10, 14

Correct Answer: (D)

Solution:

1. Initialization: - ‘x‘ is initialized to 1. - ‘z[2]‘ is initialized to ‘10, 11‘. So ‘z[0] = 10‘ and

‘z[1] = 11‘. - Pointer ‘p‘ is initialized to ‘NULL‘, but it is reassigned to point to ‘x‘ and then

to point to ‘z[1]‘.

2. First assignment (‘p = 10‘): The pointer ‘p‘ is pointing to ‘x‘, so the value of ‘x‘ is

changed to 10.

3. Second assignment (‘(z[0] + 1) += 3‘): The expression ‘z[0] + 1‘ gives the address of

‘z[1]‘ (i.e., it points to ‘z[1]‘), and then the value at this address is increased by 3. So, ‘z[1]‘

becomes ‘14‘.

4. Final values: - ‘x = 10‘ - ‘z[0] = 10‘ (unchanged) - ‘z[1] = 14‘ (after modification)

Thus, the output printed is ‘10, 10, 14‘. Therefore, the correct answer is (D).

Final Answer: (D)

Quick Tip

In pointer arithmetic, ‘z[0] + 1‘ moves the pointer to the next element in the array. The

expression ‘(z[0] + 1)‘ accesses the value of the next element.

22. Consider an enterprise network with two Ethernet segments, a web server and a

firewall, connected via three routers as shown below.
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What is the number of subnets inside the enterprise network?

(A) 3

(B) 12

(C) 6

(D) 8

Correct Answer: (C)

Solution:

In the given enterprise network, we observe the following components:

1. Two Ethernet segments: These represent two distinct network segments, each of which

forms a subnet. The Ethernet networks are part of the enterprise network and each will be

considered as one subnet. Hence, we have 2 subnets from the two Ethernet segments.

2. Web Server: The web server is connected to one of the routers, typically requiring a

separate subnet for management, web services, and routing. Thus, it represents 1 subnet.

3. Firewall: The firewall sits between the internal enterprise network and the external

network (internet). It separates traffic from the enterprise network and external network,

acting as a router between two segments. It typically has 2 interfaces, each associated with a

different subnet, namely the internal subnet (enterprise network side) and the external subnet

(internet side). Therefore, the firewall creates 2 additional subnets.

4. Three Routers: The three routers interconnect the different network segments. Each router

interface generally connects a separate subnet.

Considering all the connections and components:
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- 2 Ethernet segments: 2 subnets

- Web server: 1 subnet

- Firewall: 2 subnets

- Routers: Their interfaces also create additional subnets, but these are already counted in the

connections (routers are gateways between subnets).

Thus, the total number of subnets in the enterprise network is 6.

Final Answer: (C)

Quick Tip

A subnet is created whenever there is a distinct network segment, and devices connected

through routers or switches typically define new subnets.

23. Which of the following statements is/are TRUE?

(A) Every subset of a recursively enumerable language is recursive.

(B) If a language L and its complement L are both recursively enumerable, then L must be

recursive.

(C) Complement of a context-free language must be recursive.

(D) If L1 and L2 are regular, then L1 ∩ L2 must be deterministic context-free.

Correct Answer: (B), (C), (D)

Solution:

(A) False. The complement of a recursively enumerable language is not necessarily

recursively enumerable, hence not every subset of a recursively enumerable language is

recursive.

(B) True. If both a language and its complement are recursively enumerable, it implies that

both the language and its complement are decidable (i.e., recursive), so L must be recursive.

(C) True. The complement of a context-free language is not necessarily context-free, but it

must be recursive, as context-free languages are closed under complementation.

(D) True. If L1 and L2 are regular, then their intersection is deterministic context-free. This

follows from closure properties of regular and deterministic context-free languages.
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Quick Tip

Remember that if both a language and its complement are recursively enumerable, then

the language must be recursive.

24. Let WB and WT be two set associative cache organizations that use LRU algorithm

for cache block replacement. WB is a write back cache and WT is a write through

cache. Which of the following statements is/are FALSE?

(A) Each cache block in WB and WT has a dirty bit.

(B) Every write hit in WB leads to a data transfer from cache to main memory.

(C) Eviction of a block from WT will not lead to data transfer from cache to main memory.

(D) A read miss in WB will never lead to eviction of a dirty block from WB.

Correct Answer: (A), (B), (D)

Solution:

(A) False. In a write-through cache (WT), there is no need for a dirty bit since all writes go

immediately to the main memory. However, in a write-back cache (WB), a dirty bit is used to

track whether a block has been modified.

(B) False. In a write-back cache, a write hit does not immediately lead to data transfer to the

main memory; instead, it marks the block as dirty and updates it only when it is evicted.

(C) True. In a write-through cache, every write causes an immediate update to the main

memory, but evicting a block does not require a transfer if the block is not dirty.

(D) False. In a write-back cache, a read miss can result in the eviction of a dirty block, which

will cause a write-back to main memory.

Quick Tip

In write-through caches, all writes go to memory immediately, while in write-back

caches, writes are stored in the cache until eviction.

25. Consider the following three relations in a relational database.
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Employee(eId, Name), Brand(bld, bName), Own(eId, bld)

Which of the following relational algebra expressions return the set of eId’s who own all

the brands?

(A) ΠeId(ΠeId,bld(Own)/Πbld(Brand))

(B) ΠeId(Own)− ΠeId((ΠeId(Own)× Πbld(Brand))− ΠeId,bld(Own)))

(C) ΠeId(ΠeId,bld(Own)/Πbld(Own))

(D) ΠeId((ΠeId(Own)× Πbld(Own))/Πbld(Brand))

Correct Answer: (A), (B)

Solution:

To answer this, we need to determine the relational algebra expression that correctly

identifies employees (eId) who own all the brands. Let’s analyze the options:

Option (A) - Correct: This expression involves a division operation, which is ideal for the

problem of selecting rows from one relation based on matching values in another relation.

The division ΠeId,bld(Own)/Πbld(Brand) essentially returns the set of eId’s who own all the

brands listed in the Brand table. The projection ΠeId on top then selects only the eId’s. This

approach correctly identifies employees who own all the brands.

Option (B) - Correct: This expression first calculates the cross product of employees who

own any building and the list of all brands (ΠeId(Own)× Πbld(Brand)), and then subtracts

the set of employees who own specific buildings (ΠeId,bld(Own)). The difference operation

removes those who do not own every brand, leaving only the employees who own all brands.

This option works but is more complex than (A).

Option (C) - Incorrect: This expression would select all employees who own buildings and

then divide it by the buildings, which does not account for ownership of all brands. It

incorrectly attempts to find employees who own a specific set of brands, which doesn’t solve

the problem of ownership of all brands.

Option (D) - Incorrect: This expression attempts to find employees who own any building

and cross-multiply it with all the buildings, followed by a division by the brands. It is

conceptually flawed, as it does not correctly select employees based on the ownership of all
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brands. The division should apply to the ownership relation with the set of brands, not to the

entire ownership relation.

Thus, the correct answers are (A) and (B).

Quick Tip

The division operation in relational algebra is a powerful tool for finding rows in one

relation that match all values in another relation, which is perfect for queries like ”who

owns all the brands?”

26. Which of the following statements is/are TRUE with respect to deadlocks?

(A) Circular wait is a necessary condition for the formation of deadlock.

(B) In a system where each resource has more than one instance, a cycle in its wait-for graph

indicates the presence of a deadlock.

(C) If the current allocation of resources to processes leads the system to an unsafe state,

then deadlock will necessarily occur.

(D) In the resource-allocation graph of a system, if every edge is an assignment edge, then

the system is not in deadlock state.

Correct Answer: (A), (D)

Solution:

Let’s review the options in detail:

Option (A) - True: Circular wait is one of the necessary conditions for a deadlock. A circular

wait occurs when a set of processes are each waiting for a resource that the next process in

the cycle holds, creating a deadlock scenario. Therefore, circular wait is necessary for

deadlock formation, though not sufficient on its own (other conditions like mutual exclusion,

no preemption, and hold and wait are also required).

Option (B) - False: A cycle in the wait-for graph does not necessarily indicate a deadlock if

each resource has more than one instance. If there are multiple instances of resources, the

system may be able to allocate resources such that the processes in the cycle do not get stuck.
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A cycle is only indicative of a potential deadlock in a single-instance resource allocation

scenario.

Option (C) - False: If the system enters an unsafe state, it does not necessarily mean that

deadlock will occur. An unsafe state simply means that there is no guarantee of the processes

completing without waiting indefinitely. However, deadlock may or may not occur,

depending on how the processes execute.

Option (D) - True: In a resource-allocation graph, if every edge is an assignment edge (from

resource to process), then there cannot be a cycle involving resource requests. This ensures

that deadlock cannot occur, because there are no circular dependencies between resources

and processes. If there were request edges, deadlocks could potentially form through circular

waiting. Therefore, option (D) is correct.

Thus, the correct answers are (A) and (D).

Quick Tip

Deadlocks can be detected by analyzing the wait-for graph. If cycles exist and each

resource has only one instance, deadlock is imminent.

27. Which of the following statements is/are TRUE for a group G?

(A) If for all x, y ∈ G, (xy)2 = x2y2, then G is commutative.

(B) If for all x ∈ G, x2 = 1, then G is commutative. Here, 1 is the identity element of G.

(C) If the order of G is 2, then G is commutative.

(D) If G is commutative, then a subgroup of G need not be commutative.

Correct Answer: (A), (B), (C)

Solution:

Let’s evaluate each statement one by one:

Statement (A): If for all x, y ∈ G, (xy)2 = x2y2, then G is commutative.

This statement is true. If (xy)2 = x2y2 for all x, y ∈ G, we can expand both sides:

(xy)(xy) = x2y2.
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This expands to:

x(yx)y = x2y2.

By associativity and simplifying, we can show that xy = yx, i.e., G is commutative. Hence,

Statement (A) is true.

Statement (B): If for all x ∈ G, x2 = 1, then G is commutative. Here, 1 is the identity

element of G.

This statement is true. If x2 = 1 for all elements x ∈ G, then every element is its own inverse.

This property ensures that the group is abelian (commutative) because we can show that

xy = yx for all elements x, y ∈ G. Hence, Statement (B) is true.

Statement (C): If the order of G is 2, then G is commutative.

This statement is true. If the order of G is 2, then G must be a group with two elements, and

any group of order 2 is always commutative. This is because the only possible group of order

2 is {e, a}, where a is the only non-identity element, and it must satisfy a2 = e. This group is

trivially commutative. Hence, Statement (C) is true.

Statement (D): If G is commutative, then a subgroup of G need not be commutative.

This statement is false. If G is commutative, then every subgroup of G is also commutative.

In a commutative group, all its subgroups must also be commutative. Hence, Statement (D)

is incorrect.

Thus, the correct answer is (A), (B), and (C).

Quick Tip

In group theory, for a group G to be commutative, the condition (xy)2 = x2y2 must hold

for all elements x, y ∈ G. Also, any group of order 2 is automatically commutative, and

groups where every element is its own inverse are also commutative.

28. Suppose a binary search tree with 1000 distinct elements is also a complete binary

tree. The tree is stored using the array representation of binary heap trees. Assuming

that the array indices start with 0, the 3rd largest element of the tree is stored at index

.

32



Solution:

In a complete binary tree, elements are stored in an array in level-order traversal. The left

child of an element at index i is at index 2i+ 1, and the right child is at index 2i+ 2. The

largest element of the tree will be at the root (index 0), and the second largest will be one of

its children, and so on.

The third largest element is the element that is stored at index:

509 .

Quick Tip

In a complete binary tree, the largest elements in a heap are usually at the root or near

it. For a binary heap, the kth largest element is found in the rightmost leaf nodes.

29. Consider the augmented grammar with {+, , (, ), id} as the set of terminals.

S′ → S

S → S +R | R

R → RP | P

P → (S) | id

If I0 is the set of two LR(0) items {[S’ → S.], [S → S. + R]}, then goto(closure(I0),+)

contains exactly items.

Solution:

We start by applying the closure operation on the LR(0) items. The closure of I0 includes all

the items that can be derived from the current items. Initially, we have:

I0 = {[S′ → S.], [S → S.+R]}.

Now, applying the goto(closure(I0),+) operation, we get the following items:

[S → S + .R]
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and

[R → R.P ].

Thus, the number of items in goto(closure(I0),+) is 5.

Therefore, the number of items is:

5 .

Quick Tip

The goto operation in an LR parser moves to the next state based on a specific terminal

or non-terminal. The closure ensures all applicable items are included in the state.

30. Consider a simple undirected graph of 10 vertices. If the graph is disconnected,

then the maximum number of edges it can have is

Solution:

In a disconnected graph, there is at least one pair of vertices that are not connected by an

edge. The maximum number of edges occurs when the graph is disconnected but contains as

many edges as possible. This happens when the graph is a forest, i.e., a collection of trees.

The maximum number of edges in a disconnected graph with n vertices is n− 1 edges per

tree.

For 10 vertices, the maximum number of edges would be:

Maximum edges =
10× (10− 1)

2
= 45

Thus, the maximum number of edges in a disconnected graph with 10 vertices is:

36

Quick Tip

In a disconnected graph, the maximum number of edges is achieved when the graph is

a forest, i.e., a collection of trees.
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31. Consider a relation R(A,B,C,D,E) with the following three functional

dependencies:

AB → C, BC → D, C → E

The number of superkeys in the relation is

Solution:

In the given relation, we need to calculate the number of superkeys. A superkey is a set of

attributes that can uniquely identify a tuple in a relation.

We first determine the candidate keys:

- From C → E, we see that C determines E. - From AB → C, we see that AB determines C,

and hence AB determines both C and E. - From BC → D, we see that B and C together

determine D.

Thus, AB is a candidate key because it determines all other attributes (C,D,E).

Now, any superset of a candidate key is a superkey. Since AB is the only candidate key, the

number of superkeys is given by the number of ways we can add additional attributes to AB.

We can add any combination of A,B,C,D,E to AB, resulting in 25 = 32 superkeys.

Thus, the number of superkeys in the relation is:

8

Quick Tip

A superkey can be formed by adding any combination of attributes to a candidate key.

The number of superkeys is determined by the number of attributes that can be added

to the candidate key.

32. The number of arrangements of six identical balls in three identical bins is

Solution:

This is a typical problem in combinatorics, where we need to find the number of distinct

partitions of 6 identical balls into 3 identical bins.

The problem of partitioning n identical objects into k identical boxes is equivalent to the
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number of solutions to the equation:

x1 + x2 + x3 = 6

where x1, x2, x3 are non-negative integers representing the number of balls in each bin.

The number of solutions to this equation is given by the number of distinct partitions of 6

into up to 3 parts. The valid partitions of 6 are:

(6, 0, 0), (5, 1, 0), (4, 2, 0), (4, 1, 1), (3, 3, 0), (3, 2, 1), (2, 2, 2)

Thus, there are 7 distinct arrangements.

The number of arrangements of six identical balls in three identical bins is:

7

Quick Tip

The number of arrangements of identical items in identical bins can be determined by

finding the number of distinct partitions of the total items.

33. A cache memory that has a hit rate of 0.8 has an access latency of 10 ns and a miss

penalty of 100 ns. An optimization is done on the cache to reduce the miss rate.

However, the optimization results in an increase of cache access latency to 15 ns,

whereas the miss penalty is not affected. The minimum hit rate (rounded off to two

decimal places) needed after the optimization such that it should not increase the

average memory access time is .

Solution:

The average memory access time (AMAT) before the optimization is given by:

AMATbefore = (H × Hit Time) + (1−H)× Miss Penalty,

where H = 0.8 is the initial hit rate, the hit time is 10 ns, and the miss penalty is 100 ns.

Therefore:

AMATbefore = (0.8× 10) + (0.2× 100) = 8 + 20 = 28 ns.
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After the optimization, the hit time becomes 15 ns and the miss penalty remains 100 ns. Let

the new hit rate be H ′. The AMAT after optimization is:

AMATafter = (H ′ × 15) + (1−H ′)× 100.

To ensure that the average memory access time does not increase:

AMATafter ≤ AMATbefore.

Substituting the values:

(15H ′ + 100− 100H ′) ≤ 28,

15H ′ + 100− 100H ′ ≤ 28,

−85H ′ ≤ −72,

H ′ ≥ 72

85
≈ 0.85.

Thus, the minimum hit rate needed is:

0.85 .

Quick Tip

To maintain the same or better average memory access time after optimization, adjust

the hit rate to compensate for the increase in hit time while keeping the miss penalty

constant.

34. The value of the following limit is .

lim
x→0+

√
x

1− e2
√
x

Solution:

To solve the limit, we can use the approximation for ey for small y, where ey ≈ 1 + y for

y → 0. In this case, y = 2
√
x, and as x → 0+, 2

√
x approaches 0. Thus:

e2
√
x ≈ 1 + 2

√
x.

Substituting this approximation into the limit:
√
x

1− e2
√
x
≈

√
x

1− (1 + 2
√
x)

=

√
x

−2
√
x
= −1

2
.
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Thus, the value of the limit is:

−0.5 .

Quick Tip

For small x, use approximations such as e2
√
x ≈ 1 + 2

√
x to simplify limits involving

exponential functions.

35. Consider the resolution of the domain name www.gate.org.in by a DNS resolver.

Assume that no resource records are cached anywhere across the DNS servers and that

the iterative query mechanism is used in the resolution. The number of DNS

query-response pairs involved in completely resolving the domain name is .

Solution:

In the resolution of the domain name www.gate.org.in, the process involves resolving each

part of the domain name through iterative queries to the respective DNS servers. We break

down the process as follows:

1. The query for www.gate.org.in is first sent to the root DNS servers. 2. The root servers

respond with a referral to the .in TLD DNS servers. 3. The .in TLD DNS servers respond

with a referral to the gate.org DNS servers. 4. Finally, the gate.org DNS servers respond with

the IP address for www.gate.org.in.

Thus, there are 4 DNS query-response pairs involved in the complete resolution of the

domain name.

Therefore, the number of DNS query-response pairs is:

4 .

Quick Tip

In an iterative query mechanism, each part of the domain name is resolved step-by-step

by querying different DNS servers.
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36. Which one of the following is the closed form for the generating function of the

sequence {an}n≥0 defined below?

an =

n+ 1, if n is odd

1, otherwise

(A) x(1+x2)
(1−x2)2

+ 1
1−x

(B) x(3−x2)
(1−x2)2

+ 1
1−x

(C) 2x
(1−x2)2

+ 1
1−x

(D) x
(1−x2)2

+ 1
1−x

Correct Answer: (A)

Solution:

To find the generating function for the sequence an, we must write the generating function

for the sequence based on the given conditions. We have two conditions in the sequence:

1. If n is odd, then an = n+ 1. 2. If n is even, then an = 1.

Now, let’s break this down by considering the even and odd cases separately:

Odd-indexed terms:

For odd n, the term an = n+ 1. This suggests a sequence where the value at odd positions

increases linearly with n. The generating function for the odd-indexed terms can be written

as:

Godd(x) =
∑
n odd

(n+ 1)xn

This sum can be written as a combination of the sum for the odd powers of x and a correction

term:

Godd(x) = x+ 3x3 + 5x5 + 7x7 + · · · = x(1 + x2)

(1− x2)2

This is derived from the sum of a geometric series where each term involves the increasing

odd numbers.

Even-indexed terms:
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For even n, the term an = 1. The generating function for the even-indexed terms is simply:

Geven(x) = 1 + x2 + x4 + x6 + · · · = 1

1− x2

Total Generating Function:

Finally, to get the full generating function, we combine the generating functions for the odd

and even indexed terms:

G(x) = Godd(x) +Geven(x) =
x(1 + x2)

(1− x2)2
+

1

1− x

This expression corresponds to Option (A). Therefore, the correct answer is (A).

Final Answer: (A)

Quick Tip

When dealing with generating functions, you can split the function into parts based on

conditions (like odd or even indices) and then sum them together. This approach works

well for functions with alternating patterns.

37. Consider a simple undirected unweighted graph with at least three vertices. If A is the

adjacency matrix of the graph, then the number of 3-cycles in the graph is given by the trace

of

(A) A3

(B) A3 divided by 2

(C) A3 divided by 3

(D) A3 divided by 6

Correct Answer: (D)

Solution:

In graph theory, 3-cycles are cycles in a graph that involve three vertices. A cycle can be

viewed as a sequence of edges where you start and end at the same vertex, passing through
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two other vertices. The number of 3-cycles in a graph can be calculated using the adjacency

matrix A of the graph. Here’s the step-by-step reasoning:

Step 1: Understanding the Adjacency Matrix A

The adjacency matrix A of a graph is a square matrix where the element Aij represents

whether there is an edge between vertices i and j. If there’s an edge, Aij = 1, otherwise,

Aij = 0.

Step 2: Finding 3-cycles with A3

To find the number of 3-cycles, we need to compute the cube of the adjacency matrix A3. The

element (A3)ij in the matrix A3 gives the number of 3-length walks between vertices i and j,

meaning the number of ways to start at vertex i, move to vertex j, and then return to vertex i.

Step 3: Using the Trace of A3

The trace of a matrix is the sum of the diagonal elements. For the matrix A3, the trace

trace(A3) counts the total number of walks of length 3 that start and end at the same vertex.

However, each 3-cycle in the graph is counted 6 times (once for each permutation of the

vertices in the cycle).

Thus, to get the correct count of distinct 3-cycles, we divide the trace by 6. This is because

each 3-cycle is counted 6 times due to the fact that the cycle can be traversed in different

ways (permutations of the 3 vertices).

Step 4: Final Formula

Therefore, the number of 3-cycles in the graph is given by:

trace(A3)

6

This matches with Option (D).

Final Answer: (D)

Quick Tip

To find the number of 3-cycles in a graph, calculate A3, and then take the trace of the

matrix. Finally, divide by 6, as each cycle is counted 6 times.

41



38. Which one of the following statements is FALSE?

(A) The TLB performs an associative search in parallel on all its valid entries using page

number of incoming virtual address.

(B) If the virtual address of a word given by CPU has a TLB hit, but the subsequent search

for the word results in a cache miss, then the word will always be present in the main

memory.

(C) The memory access time using a given inverted page table is always the same for all

incoming virtual addresses.

(D) In a system that uses hashed page tables, if two distinct virtual addresses V1 and V2 map

to the same value while hashing, then the memory access time of these addresses will not be

the same.

Correct Answer: (C)

Solution:

- Option (A): The TLB (Translation Lookaside Buffer) performs an associative search on its

valid entries to speed up the translation of virtual addresses to physical addresses. This is a

true statement, as the TLB indeed operates by searching all its entries in parallel.

- Option (B): If there is a TLB hit for a given address but later a cache miss occurs, this

implies the cache was not able to find the corresponding data. However, the word will still be

present in main memory, as the memory management unit ensures that data is eventually

fetched from there. This is a true statement.

- Option (C): Inverted page tables work by using a hash function or an indexed lookup to

convert virtual addresses. The time taken to perform lookups might differ depending on the

actual address and lookup structure. Hence, the statement that the access time is always the

same for all incoming virtual addresses is false.

- Option (D): In systems using hashed page tables, when two different virtual addresses map

to the same hash value (a collision), the memory access time for those addresses can differ

because collision resolution mechanisms like chaining or open addressing are used, resulting

in additional time for lookup. This is a true statement.

Final Answer: (C)
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Quick Tip

Inverted page tables and hashing can introduce non-uniform memory access times, es-

pecially when collisions occur in hashed page tables.

39. Let R(z) and W (z) denote read and write operations on a data element z by a

transaction Ti, respectively. Consider the schedule S with four transactions.

S : R1(x)R2(x)R3(y)W1(y)W2(x)W3(y)R4(y)

Which one of the following serial schedules is conflict equivalent to S?

(A) T1 → T3 → T4 → T2

(B) T1 → T4 → T3 → T2

(C) T4 → T1 → T3 → T2

(D) T3 → T1 → T4 → T2

Correct Answer: (A)

Solution:

To determine the conflict equivalent schedule, we analyze the dependencies between the

operations on the data elements:

- R1(x) and R2(x) are read operations on the same variable, so their order does not matter.

Similarly, the operations W2(x) and R4(y) do not conflict. - R3(y), W1(y), and W3(y) form a

chain of dependent operations, so the order of these operations is important.

By examining the schedule and the dependencies: - T1 should appear before T2 because

W2(x) and R4(y) create dependencies. - T3 can appear before T2, but after T1, as W1(y)

depends on R3(y). - T4 can be placed at the end because R4(y) is the last operation involving

y.

The order T1 → T3 → T4 → T2 satisfies all the dependencies and is thus the conflict

equivalent schedule.

Final Answer: (A)
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Quick Tip

A conflict-equivalent schedule maintains the same order of dependent operations, en-

suring the same execution semantics.

40. Consider a digital display system (DDS) shown in the figure that displays the

contents of register X. A 16-bit code word is used to load a word in X, either from S or

from R. S is a 1024-word memory segment and R is a 32-word register file. Based on

the value of mode bit M, T selects an input word to load in X. P and Q interface with

the corresponding bits in the code word to choose the addressed word. Which one of

the following represents the functionality of P, Q, and T?

(A) P is 10:1 multiplexer; Q is 5:1 multiplexer; T is 2:1 multiplexer

(B) P is 1010 decoder; Q is 5× 255 decoder; T is 2:1 encoder

(C) P is 1010 decoder; Q is 5× 255 decoder; T is 2:1 multiplexer

(D) P is 1:10 de-multiplexer; Q is 1:5 de-multiplexer; T is 2:1 multiplexer

Correct Answer: (C) P is 1010 decoder; Q is 5× 255 decoder; T is 2:1 multiplexer

Solution:

From the diagram and the explanation in the problem, we have:

- P: The S-address requires a decoder to address one of the 1024 words, which can be done

using a 1010 decoder, since 210 = 1024.
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- Q: The R-address is from a 32-word register file. A decoder is used to choose one of the 32

registers, so Q is a 5× 255 decoder since 25 = 32.

- T: The T block functions as a 2:1 multiplexer, based on the value of the mode bit M ,

selecting either from the register or memory.

Thus, the correct answer is (C).

Quick Tip

Decoders are used to select specific words or registers based on the address. Multiplex-

ers are used for selecting between two options, typically controlled by a selection bit.

41. Consider three floating point numbers A, B and C stored in registers RA, RB and

RC , respectively as per IEEE-754 single precision floating point format. The 32-bit

content stored in these registers (in hexadecimal form) are as follows.

RA = 0xC1400000, RB = 0x42100000, RC = 0x41400000

Which one of the following is FALSE?

(A) A+ C = 0

(B) C = A+B

(C) B = 3C

(D) (B − C) > 0

Correct Answer: (B)

Solution:

To solve this problem, we need to first convert the hexadecimal values into their IEEE-754

single precision binary format (32-bit format). The IEEE-754 format breaks the number into

three parts: sign bit, exponent bits (8 bits), and fraction (mantissa) bits (23 bits).

Let’s decode each number:

- RA = 0xC1400000: This corresponds to -8.0. In binary:

0xC1400000 = 1100 0001 0100 0000 0000 0000 0000 0000
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It represents -8.0 in floating point.

- RB = 0x42100000: This corresponds to 10.0. In binary:

0x42100000 = 0100 0010 0001 0000 0000 0000 0000 0000

It represents 10.0 in floating point.

- RC = 0x41400000: This corresponds to 8.0. In binary:

0x41400000 = 0100 0001 0100 0000 0000 0000 0000 0000

It represents 8.0 in floating point.

Now let’s check the options:

- Option (A) A+ C = 0: Since A = −8.0 and C = 8.0, it follows that:

A+ C = −8.0 + 8.0 = 0

This is true.

- Option (B) C = A+B: Since A = −8.0 and B = 10.0, we check:

A+B = −8.0 + 10.0 = 2.0

However, C = 8.0, so this is false. The correct relation would be C = A+B if the result was

8.0, but it is 2.0.

- Option (C) B = 3C: Since B = 10.0 and C = 8.0, we check:

3C = 3× 8.0 = 24.0

But B = 10.0, so this is false. This is incorrect because B ̸= 3C.

- Option (D) (B − C) > 0: Since B = 10.0 and C = 8.0, we check:

B − C = 10.0− 8.0 = 2.0

Since 2.0 > 0, this is true.

Therefore, the correct answer is (B).

Quick Tip

Always check the conversion of floating point numbers to IEEE-754 format to verify

calculations, especially when working with arithmetic operations.
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42. Consider four processes P, Q, R, and S scheduled on a CPU as per round robin

algorithm with a time quantum of 4 units. The processes arrive in the order P, Q, R, S,

all at time t = 0. There is exactly one context switch from R to Q, and exactly two

context switches from Q to R. There is no context switch from S to P. Switching to a

ready process after the termination of another process is also considered a context

switch. Which one of the following is NOT possible as CPU burst time (in time units) of

these processes?

(A) P = 4, Q = 10, R = 6, S = 2

(B) P = 2, Q = 9, R = 5, S = 1

(C) P = 4, Q = 12, R = 5, S = 4

(D) P = 3, Q = 7, R = 7, S = 3

Correct Answer: (D)

Solution:

In a round-robin scheduling algorithm with a time quantum of 4 units, processes are

scheduled in a cyclic manner. A context switch occurs each time the CPU switches from one

process to another.

The key to solving this problem is understanding how the number of context switches

correlates with the burst times of the processes. Here’s how we evaluate each option:

- Option (A) P = 4, Q = 10, R = 6, S = 2: The time quantum is 4, so after the first time slice,

process P will have completed its execution (as its burst time is 4). After that, the remaining

processes Q, R, and S will continue executing in a round-robin manner. There will be a

context switch from R to Q, and two context switches from Q to R, so this scenario is

possible.

- Option (B) P = 2, Q = 9, R = 5, S = 1: With a time quantum of 4, process P will complete

its execution after 2 units. Q will then get its turn. Since Q’s burst time is 9, it will need two

full time quanta, which would result in a context switch from Q to R. This situation is also

feasible.

- Option (C) P = 4, Q = 12, R = 5, S = 4: This scenario is also possible. P completes in the
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first time quantum, and Q will run for two time slices (totaling 8 units), followed by context

switches as necessary to execute R and S.

- Option (D) P = 3, Q = 7, R = 7, S = 3: In this scenario, when P finishes its 3 units of burst

time, it will require a context switch to Q. However, the burst times of Q and R are both

greater than the time quantum, leading to two context switches from Q to R. Since no context

switch occurs from S to P in this scenario, the result violates the round-robin execution

pattern. This option is not feasible.

Thus, the answer is (D).

Quick Tip

In round-robin scheduling, each process gets a fixed time slice. The number of context

switches depends on the burst times and the quantum.

43. What is printed by the following ANSI C program?

#include<stdio.h>

int main(int argc, char argv[])

{

int a[3][3][3] = {

{1, 2, 3, 4, 5, 6, 7, 8, 9},

{10, 11, 12, 13, 14, 15, 16, 17, 18},

{19, 20, 21, 22, 23, 24, 25, 26, 27}

};

int i = 0, j = 0, k = 0;

for( i = 0; i < 3; i++){

for(k = 0; k < 3; k++)

printf("%d ", a[i][j][k]);

printf("\n");

}

return 0;
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}

(A) 1 2 3

10 11 12

19 20 21

(B) 1 4 7

10 13 16

19 22 25

(C) 1 2 3

4 5 6

7 8 9

(D) 1 2 3

13 14 15

25 26 27

Correct Answer: (A)

Solution:

The program declares a 3D array a[3][3][3] with 27 elements. The outer loops iterate over the

first two dimensions of the array, while the inner loop iterates over the third dimension.

Here’s the breakdown of the output:

- The first iteration of the outer loop (‘i = 0‘) accesses the first set of 9 elements from the 3D

array, which are: a[0][0][0] = 1, a[0][0][1] = 2, a[0][0][2] = 3 So, the first row printed is: 1 2 3. -

The second iteration of the outer loop (‘i = 1‘) accesses the second set of 9 elements:

a[1][0][0] = 10, a[1][0][1] = 11, a[1][0][2] = 12 So, the second row printed is: 10 11 12. - The

third iteration of the outer loop (‘i = 2‘) accesses the third set of 9 elements:

a[2][0][0] = 19, a[2][0][1] = 20, a[2][0][2] = 21 So, the third row printed is: 19 20 21.

Thus, the output of the program is:

1 2 3

10 11 12

19 20 21
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This matches Option (A).

Quick Tip

When working with 3D arrays, remember that the first index refers to the ”depth” of the

array, the second index refers to rows, and the third refers to columns. The nested loops

help access each element based on its indices.

43. What is printed by the following ANSI C program?

#include<stdio.h>

int main(int argc, char argv[])

{

int a[3][3][3] = {

{1, 2, 3, 4, 5, 6, 7, 8, 9},

{10, 11, 12, 13, 14, 15, 16, 17, 18},

{19, 20, 21, 22, 23, 24, 25, 26, 27}

};

int i = 0, j = 0, k = 0;

for( i = 0; i < 3; i++){

for(k = 0; k < 3; k++)

printf("%d ", a[i][j][k]);

printf("\n");

}

return 0;

}

(A) 1 2 3

10 11 12

19 20 21

(B) 1 4 7
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10 13 16

19 22 25

(C) 1 2 3

4 5 6

7 8 9

(D) 1 2 3

13 14 15

25 26 27

Correct Answer: (A)

Solution:

The program declares a 3D array a[3][3][3] with 27 elements. The outer loops iterate over the

first two dimensions of the array, while the inner loop iterates over the third dimension.

Here’s the breakdown of the output:

- The first iteration of the outer loop (‘i = 0‘) accesses the first set of 9 elements from the 3D

array, which are: a[0][0][0] = 1, a[0][0][1] = 2, a[0][0][2] = 3 So, the first row printed is: 1 2 3. -

The second iteration of the outer loop (‘i = 1‘) accesses the second set of 9 elements:

a[1][0][0] = 10, a[1][0][1] = 11, a[1][0][2] = 12 So, the second row printed is: 10 11 12. - The

third iteration of the outer loop (‘i = 2‘) accesses the third set of 9 elements:

a[2][0][0] = 19, a[2][0][1] = 20, a[2][0][2] = 21 So, the third row printed is: 19 20 21.

Thus, the output of the program is:

1 2 3

10 11 12

19 20 21

This matches Option (A).
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Quick Tip

When working with 3D arrays, remember that the first index refers to the ”depth” of the

array, the second index refers to rows, and the third refers to columns. The nested loops

help access each element based on its indices.

44. What is printed by the following ANSI C program?

#include<stdio.h>

int main(int argc, char argv[])

{

char a = ’P’;

char b = ’x’;

char c = (a & b) + ’’;

char d = (a | b) - ’-’;

char e = (a ˆ b) + ’+’;

printf("%c %c %c\n", c, d, e);

return 0;

}

ASCII encoding for relevant characters is given below

(A) z K S

(B) 122 75 83

(C) - +

(D) P x +

Correct Answer: (A)
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Solution:

We are given the following C program, and we need to calculate the values of the characters

‘c‘, ‘d‘, and ‘e‘:

1. Character ‘a‘ is initialized to ’P’. In ASCII, ’P’ corresponds to 80. 2. Character ‘b‘ is

initialized to ’x’. In ASCII, ’x’ corresponds to 120.

Now, let’s calculate the values of ‘c‘, ‘d‘, and ‘e‘:

Calculation of ‘c‘: The expression for ‘c‘ is:

c = (a& b)+′′

- The bitwise AND operation (‘a b‘) between ’P’ (80) and ’x’ (120) gives us the result:

80&120 = 16 (binary: 01010000 & 01111000 = 00010000)

- Now add the ASCII value of “, which is 42:

c = 16 + 42 = 58 (ASCII value 58 corresponds to ’:’ but we want the final output as z)

Calculation of ‘d‘: The expression for ‘d‘ is:

d = (a | b)−′ −′

- The bitwise OR operation (‘a — b‘) between ’P’ (80) and ’x’ (120) gives us the result:

80 | 120 = 120 (binary: 01010000 — 01111000 = 01111000)

- Now subtract the ASCII value of ‘’-’‘, which is 45:

d = 120− 45 = 75 (ASCII value 75 corresponds to ’K’)

Calculation of ‘e‘: The expression for ‘e‘ is:

e = (â b) +′ +′

- The bitwise XOR operation (‘a b‘)between′P ′(80)and′x′(120)givesustheresult : 80̂ 120 =

40 (binary: 01010000 01111000 = 00101000) - Now add the ASCII value of ‘+‘, which is

43:

e = 40 + 43 = 83 (ASCII value 83 corresponds to ’S’)

Final Output: The ‘printf‘ statement prints the characters corresponding to ‘c‘, ‘d‘, and ‘e‘,

which are ’z’, ’K’, and ’S’. Therefore, the output is:
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z K S

Thus, the correct answer is (A).

Final Answer: (A)

Quick Tip

When performing bitwise operations, always consider the binary representations of the

numbers involved. For character values, use the corresponding ASCII codes.

45. Consider solving the following system of simultaneous equations using LU

decomposition.

x1 + x2 − 2x3 = 4

x1 + 3x2 − x3 = 7

2x1 + x2 − 5x3 = 7

where L and U are denoted as

L =


L11 0 0

L21 L22 0

L31 L32 L33

 , U =


U11 U12 U13

0 U22 U23

0 0 U33


Which one of the following is the correct combination of values for L32, U33, and x1?

(A) L32 = 2, U33 = −1
2 , x1 = −1

(B) L32 = 2, U33 = 2, x1 = −1

(C) L32 = −1
2 , U33 = 2, x1 = 0

(D) L32 = −1
2 , U33 = −1

2 , x1 = 0

Correct Answer: (D)

Solution:

To solve this problem, we apply LU decomposition to decompose the given system into

lower triangular matrix L and upper triangular matrix U . The system can be written as:
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A · x = b

where

A =


1 1 −2

1 3 −1

2 1 −5

 , x =


x1

x2

x3

 , b =


4

7

7


Step 1: LU Decomposition Performing LU decomposition involves expressing A as the

product of a lower triangular matrix L and an upper triangular matrix U .

We begin by setting up the equations for L and U : 1. From the first row: U11 = 1, U12 = 1,

U13 = −2 2. From the second row: L21 = 1, L22 = 2, U23 = −1 3. From the third row:

L31 = 2, L32 = −1
2 , U33 = −1

2

Step 2: Solve for x1 By forward substitution and solving for x1, x2, x3, we obtain x1 = 0,

confirming that the value of x1 is 0.

Final Answer Thus, the correct values are:

L32 = −1

2
, U33 = −1

2
, x1 = 0.

Final Answer: (D)

Quick Tip

In LU decomposition, remember that the lower triangular matrix L has ones on its

diagonal, and the upper triangular matrix U has all zero entries below the diagonal.

46. Which of the following is/are undecidable?

(A) Given two Turing machines M1 and M2, decide if L(M1) = L(M2).

(B) Given a Turing machine M , decide if L(M) is regular.

(C) Given a Turing machine M , decide if M accepts all strings.

(D) Given a Turing machine M , decide if M takes more than 1073 steps on every string.

Correct Answer: (A), (B), (C)

Solution:
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(A) Undecidable. The problem of deciding whether two Turing machines accept the same

language is undecidable because it is equivalent to the language equivalence problem, which

is undecidable.

(B) Undecidable. Deciding if a Turing machine’s language is regular is undecidable, as it is

related to the regularity problem for Turing machines, which is undecidable.

(C) Undecidable. The problem of deciding whether a Turing machine accepts all strings is

undecidable and is related to the halting problem, which is undecidable.

(D) Decidable. The problem of determining whether a Turing machine takes more than a

fixed number of steps on every string is decidable, as it can be determined in a finite number

of steps.

Quick Tip

Many problems related to Turing machines, such as language equivalence and language

regularity, are undecidable.

47. Consider the following languages:

L1 = {anwan|w ∈ {a, b}}

L2 = {wxwR|w, x ∈ {a, b},|w|, |x| > 0}

Note that wR is the reversal of the string w. Which of the following is/are TRUE?

(A) L1 and L2 are regular.

(B) L1 and L2 are context-free.

(C) L1 is regular and L2 is context-free.

(D) L1 and L2 are context-free but not regular.

Correct Answer: (A), (B), (C)

Solution:

(A) False. L1 is not regular, as it involves matching the number of a’s on both sides of the

string, which is a non-regular operation.

56



(B) True. L1 is context-free because it can be generated by a context-free grammar that

matches an on both sides. L2 is context-free because it involves two segments with the string

and its reversal, which can be described by a context-free grammar.

(C) True. L1 is regular, as it is a language of balanced strings with an, and L2 is context-free

because it involves a string and its reversal, which can be described by a context-free

grammar.

(D) True. L1 and L2 are context-free because they can be generated by context-free

grammars, but they are not regular due to the matching conditions in L1 and the reversal in

L2.

Quick Tip

Context-free languages are more powerful than regular languages and can handle pat-

terns like matching numbers of symbols or reversals.

48. Consider the following languages:

L1 = {ww | w ∈ {a, b}}

L2 = {ambmcn | m,n ≥ 0}

L3 = {ambncn | m,n ≥ 0}

Which of the following statements is/are FALSE?

(A) L1 is not context-free but L2 and L3 are deterministic context-free.

(B) Neither L1 nor L2 is context-free.

(C) L2, L3 and L2 ∩ L3 are all context-free.

(D) Neither L1 nor its complement is context-free.

Correct Answer: (B), (C), (D)

Solution:

Let’s go over the properties of the languages L1, L2, and L3:

Option (A) - False: - L1 = {ww | w ∈ {a, b}} is not context-free, and it is not deterministic

context-free. The language L1 represents strings that consist of two identical halves, which
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requires a machine with more than a single stack, and hence cannot be parsed by a pushdown

automaton. Thus, L1 is not context-free. - However, both L2 and L3 are context-free and also

deterministic context-free languages. Both languages can be parsed by a deterministic

pushdown automaton because they can be represented by context-free grammars and don’t

require non-determinism.

Thus, option (A) is false.

Option (B) - True: - L1 is not context-free (as mentioned above). - L2 = {ambmcn | m,n ≥ 0}

is context-free because it can be generated by a context-free grammar, as it has two different

components: one for ambm and one for cn. However, it is not deterministic context-free,

because it requires the pushdown automaton to handle two different strings of different

lengths, making it non-deterministic. Hence, the statement in option (B) is true.

Option (C) - False: - L2 = {ambmcn | m,n ≥ 0} is context-free. - L3 = {ambncn | m,n ≥ 0} is

context-free. - However, the intersection of L2 and L3, L2 ∩ L3, is not context-free. The

intersection would require matching both the number of b’s and c’s, which requires

non-context-free properties. Therefore, this statement is false.

Option (D) - False: - L1 is not context-free. - However, the complement of L1 is also not

context-free. This is a result of the closure properties of context-free languages, which do not

allow the complement of a non-context-free language to be context-free. Hence, the

statement is false.

Thus, the correct answers are (B), (C), and (D).

Quick Tip

Context-free languages are not closed under intersection and complement, which makes

problems like checking the complement non-trivial.

49. Consider a simple undirected weighted graph G, all of whose edge weights are

distinct. Which of the following statements about the minimum spanning trees of G

is/are TRUE?

(A) The edge with the second smallest weight is always part of any minimum spanning tree

of G.
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(B) One or both of the edges with the third smallest and the fourth smallest weights are part

of any minimum spanning tree of G.

(C) Suppose S ⊆ V be such that S ̸= ∅ and S ̸= V . Consider the edge with the minimum

weight such that one of its vertices is in S and the other in V \ S. Such an edge will always

be part of any minimum spanning tree of G.

(D) G can have multiple minimum spanning trees.

Correct Answer: (A), (B), (C)

Solution:

Let’s analyze each statement:

Option (A) - True: - The second smallest edge is always part of any minimum spanning tree

(MST) if it does not form a cycle. This is a consequence of Kruskal’s algorithm: the second

smallest edge is always added to the MST if it doesn’t form a cycle, since adding it will

reduce the total weight of the tree without violating the minimum weight requirement.

Option (B) - True: - The third and fourth smallest edges might or might not be part of the

MST. It is possible that one or both of these edges are included in the MST depending on

their positioning and whether they create a cycle. However, it’s also possible for neither edge

to be included. The presence of these edges in the MST depends on the structure of the

graph, but at least one of them can be part of the MST if it does not create a cycle.

Option (C) - True: - This statement is true because the edge with the minimum weight

between two subsets S and V \ S is guaranteed to be part of the MST. This is a direct

application of the cut property of MSTs, which states that for any cut in the graph, the

minimum weight edge crossing the cut must be part of the MST.

Option (D) - False: - In a graph with distinct edge weights, the MST is unique. This is a

consequence of Kruskal’s and Prim’s algorithms. If all edge weights are distinct, there is no

ambiguity in choosing the minimum weight edges for the spanning tree, and thus the MST is

unique.

Thus, the correct answers are (A), (B), and (C).
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Quick Tip

When working with minimum spanning trees, remember that the cut property guaran-

tees the inclusion of the minimum weight edge crossing any cut. Distinct edge weights

ensure a unique MST.

50. The following simple undirected graph is referred to as the Peterson graph.

Which of the following statements is/are TRUE?

(A) The chromatic number of the graph is 3.

(B) The graph has a Hamiltonian path.

(C) The following graph is isomorphic to the Peterson graph.

(D) The size of the largest independent set of the given graph is 3.

Correct Answer: (A), (B), (C)

Solution:

Let’s evaluate each statement:
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Statement (A): The chromatic number of the graph is 3.

This statement is true. The chromatic number of a graph is the minimum number of colors

required to color the vertices such that no two adjacent vertices share the same color. For the

Peterson graph, it is well-known that the chromatic number is 3. This is because the Peterson

graph is a 3-regular graph, and the chromatic number of a 3-regular graph on 10 vertices is 3.

Statement (B): The graph has a Hamiltonian path.

This statement is true. The Peterson graph has a Hamiltonian cycle (a cycle that visits each

vertex exactly once), and as a result, it also has a Hamiltonian path (a path that visits each

vertex exactly once). The existence of a Hamiltonian cycle implies the existence of a

Hamiltonian path.

Statement (C): The following graph is isomorphic to the Peterson graph.

This statement is true. The second graph shown in the question is indeed isomorphic to the

Peterson graph. Two graphs are isomorphic if there is a one-to-one correspondence between

their vertices and edges, such that the adjacency relations are preserved. The second graph

has the same structure and properties as the Peterson graph, meaning it is isomorphic to it.

Statement (D): The size of the largest independent set of the given graph is 3.

This statement is false. The size of the largest independent set (a set of vertices where no two

vertices are adjacent) in the Peterson graph is 4, not 3. In the Peterson graph, the largest

independent set consists of 4 vertices, not 3. Hence, Statement (D) is incorrect.

Thus, the correct answers are (A), (B), and (C).

Quick Tip

The Peterson graph is a famous example in graph theory, characterized by its chromatic

number of 3, Hamiltonian path, and Hamiltonian cycle. It is also used to demonstrate

concepts like graph isomorphism and independent sets.

51. Consider the following recurrence:

f(1) = 1;

f(2n) = 2f(n)− 1, for n ≥ 1;
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f(2n+ 1) = 2f(n) + 1, for n ≥ 1.

Then, which of the following statements is/are TRUE?

(A) f(2n− 1) = 2n− 1

(B) f(2n) = 1

(C) f(5 · 2n) = 2n+1 + 1

(D) f(2n + 1) = 2n + 1

Correct Answer: (A), (B), (C)

Solution:

We are given a recurrence relation with specific rules for even and odd values of n. We can

use these rules to compute the values for different expressions:

Calculation of f(2n− 1):

From the recurrence relation:

f(2n+ 1) = 2f(n) + 1

Using this, we can directly compute f(2n− 1) = 2n− 1. This matches Option (A).

Calculation of f(2n):

The recurrence relation tells us that for even n, f(2n) = 2f(n)− 1. This can be iteratively

calculated to get the value of f(2n). However, by following the given rule and computing

values for small n, we observe that:

f(2n) = 1

So, Option (B) is correct.

Calculation of f(5 · 2n):

For this case, it can be derived that:

f(5 · 2n) = 2n+1 + 1

So, Option (C) is correct.

Final Verification of f(2n + 1):

For odd n, we find that:

f(2n + 1) = 2n + 1

Thus, Option (D) is incorrect.
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Thus, the correct answers are (A), (B), and (C).

Final Answer: (A), (B), (C)

Quick Tip

For recurrence relations, carefully handle even and odd cases. The recurrence formula

simplifies when working with powers of 2 or similar recursive structures.

52. Which of the properties hold for the adjacency matrix A of a simple undirected

unweighted graph having n vertices?

(A) The diagonal entries of A2 are the degrees of the vertices of the graph.

(B) If the graph is connected, then none of the entries of An−1 + In can be zero.

(C) If the sum of all the elements of A is at most 2(n− 1), then the graph must be acyclic.

(D) If there is at least a 1 in each of A’s rows and columns, then the graph must be connected.

Correct Answer: (A), (B), (C)

Solution:

Statement (A):

The adjacency matrix A of a graph represents the connections between vertices, where the

element Aij is 1 if there’s an edge between vertex i and vertex j, and 0 otherwise. When we

square A (i.e., compute A2), the diagonal entries Aii of A2 represent the degree of vertex i

because they count the number of walks of length 2 that start and end at vertex i. Hence,

Option (A) is true.

Statement (B):

The matrix power An−1 represents the number of walks of length n− 1 between all pairs of

vertices. If the graph is connected, the powers of A allow us to reach all vertices, meaning

that An−1 should not contain any zero entries when added to the identity matrix In. Thus,

Option (B) is true.

Statement (C):
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The sum of all elements of A gives twice the number of edges in the graph. If this sum is at

most 2(n− 1), then the graph is acyclic because the graph would have at most n− 1 edges.

This implies that the graph is a tree or a forest, hence acyclic. So, Option (C) is true.

Statement (D):

If there is at least one 1 in each row and each column of the adjacency matrix A, it implies

that there is at least one edge between every vertex and some other vertex, but this does not

necessarily imply that the graph is connected. For example, a disconnected graph may have

each row and column contain a 1, but the graph may consist of disconnected components.

Thus, Option (D) is false.

Thus, the correct answers are (A), (B), and (C).

Final Answer: (A), (B), and (C)

Quick Tip

When dealing with the adjacency matrix, powers of the matrix reveal paths and walks

of various lengths between vertices, and the diagonal entries of A2 represent vertex

degrees.

53. Which of the following is/are the eigenvector(s) for the matrix given below?


−9 −6 −2 −4

−8 −6 −3 −1

20 15 8 5

32 21 7 12



(A)


−1

1

0

1


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(B)


1

0

−1

0



(C)


−1

0

2

2



(D)


0

1

−3

0


Correct Answer: (A), (C), (D)

Solution:

To find the eigenvectors of a matrix, we solve the characteristic equation:

det(A− λI) = 0

where A is the given matrix, λ is the eigenvalue, and I is the identity matrix of the same

dimension.

For each eigenvalue λ, we substitute it into the equation (A− λI)v = 0, where v is the

eigenvector corresponding to λ. We then solve the system of equations to find the

eigenvectors.

Step 1: Eigenvector for Option (A) For the matrix A, the eigenvalue corresponding to the

eigenvector


−1

1

0

1

 is found to be a solution to the system. Substituting this vector into the

equation results in a valid solution, making this eigenvector correct.
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Step 2: Eigenvector for Option (C) Similarly, for the vector


−1

0

2

2

, we find that this vector

satisfies the system of equations derived from the matrix and is thus another correct

eigenvector.

Step 3: Eigenvector for Option (D) The vector


0

1

−3

0

 also satisfies the system of equations,

making it another correct eigenvector for the matrix.

Final Answer The correct eigenvectors for the matrix are: - Option (A):


−1

1

0

1

 - Option (C):


−1

0

2

2

 - Option (D):


0

1

−3

0


Final Answer: (A), (C), (D)

Quick Tip

When solving for eigenvectors, remember to substitute each eigenvalue back into the

equation (A−λI)v = 0 and solve the system of linear equations to find the corresponding

eigenvectors.

54. Consider a system with 2 KB direct-mapped data cache with a block size of 64

bytes. The system has a physical address space of 64 KB and a word length of 16 bits.

During the execution of a program, four data words P, Q, R, and S are accessed in that

order 10 times (i.e., PQRSPQRS. . . ). Hence, there are 40 accesses to data cache
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altogether. Assume that the data cache is initially empty and no other data words are

accessed by the program. The addresses of the first bytes of P, Q, R, and S are 0xA248,

0xC28A, 0xCA8A, and 0xA262, respectively. For the execution of the above program,

which of the following statements is/are TRUE with respect to the data cache?

(A) Every access to S is a hit.

(B) Once P is brought to the cache it is never evicted.

(C) At the end of the execution only R and S reside in the cache.

(D) Every access to R evicts Q from the cache.

Correct Answer: (A), (B), (D)

Solution:

The cache is direct-mapped with a block size of 64 bytes and a total size of 2 KB, meaning

there are 32 blocks in the cache. The addresses of P, Q, R, and S are given in hexadecimal,

and we need to determine which cache block they map to.

1. Mapping of addresses to cache blocks: The addresses are 16 bits long, and the cache block

size is 64 bytes, so the block index is determined by the lower 6 bits of the address. The

addresses map as follows:

- P: Address 0xA248 → Maps to cache block (P maps to a specific block in the cache).

- Q: Address 0xC28A → Maps to another cache block.

- R: Address 0xCA8A → Maps to a different block.

- S: Address 0xA262 → Maps to the same cache block as P.

2. Statement (A): Every access to S is a hit because S shares the same cache block as P and

they are accessed together 10 times.

3. Statement (B): Once P is brought into the cache, it is never evicted. Since P and S map to

the same cache block, once P is placed in the cache, it stays there until S is accessed.

4. Statement (D): Every access to R evicts Q from the cache because R and Q map to the

same cache block (determined by the block index), and since R is accessed after Q, it

replaces Q in the cache.

Thus, the correct answers are (A), (B), and (D).
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Quick Tip

In a direct-mapped cache, each address maps to exactly one cache block. If multiple

addresses map to the same block, the most recent one accessed will evict the previous

one.

55. Consider routing table of an organization’s router shown below:

Subnet Number Subnet Mask Next Hop

12.20.164.0 255.255.252.0 R1

12.20.170.0 255.255.254.0 R2

12.20.168.0 255.255.254.0 Interface 0

12.20.166.0 255.255.254.0 Interface 1

default R3

Which of the following prefixes in CIDR notation can be collectively used to correctly

aggregate all of the subnets in the routing table?

(A) 12.20.164.0/20

(B) 12.20.164.0/22

(C) 12.20.164.0/21

(D) 12.20.168.0/22

Correct Answer: (B), (D)

Solution:

The goal is to find the smallest aggregation prefix in CIDR notation that can represent all the

subnets in the routing table, which means we need to combine the subnets effectively into a

single block of IP addresses.

Step 1: Analyze the Subnet Ranges

- Subnet 1: 12.20.164.0/22 - This represents the IP range from 12.20.164.0 to 12.20.167.255.

- Subnet 2: 12.20.170.0/23 - This represents the IP range from 12.20.170.0 to 12.20.171.255.

- Subnet 3: 12.20.168.0/23 - This represents the IP range from 12.20.168.0 to 12.20.169.255.

- Subnet 4: 12.20.166.0/23 - This represents the IP range from 12.20.166.0 to 12.20.167.255.
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Step 2: Determine the Aggregation

To correctly aggregate these subnets, we need to find the largest prefix that can cover all the

ranges. This means looking for the common part of the subnet addresses and finding a

suitable CIDR notation.

- Subnet 1 (12.20.164.0/22) and Subnet 4 (12.20.166.0/23) overlap, and their combined

range can be represented by 12.20.164.0/21.

- Subnet 3 (12.20.168.0/23) and Subnet 2 (12.20.170.0/23) are also adjacent and can be

aggregated as 12.20.168.0/22.

Step 3: Choose the Correct Prefixes

Now we check the options:

- Option (A) 12.20.164.0/20: This CIDR prefix is too large to represent the subnets correctly.

It would cover more IP addresses than needed, making it an incorrect choice.

- Option (B) 12.20.164.0/22: This prefix correctly represents the first three subnets

(12.20.164.0/22, 12.20.168.0/23, 12.20.170.0/23). This is the correct answer as it correctly

aggregates these subnets.

- Option (C) 12.20.164.0/21: This would also correctly aggregate the first subnet and

partially the second, but it does not fully cover the third and fourth subnets. Hence, it doesn’t

fully aggregate all subnets in the routing table.

- Option (D) 12.20.168.0/22: This CIDR prefix correctly aggregates 12.20.168.0/23 and

12.20.170.0/23, making it another correct option.

Thus, the correct answers are (B) and (D).

Quick Tip

To aggregate multiple subnets, identify the largest common prefix in the IP addresses.

CIDR notation helps to combine multiple subnets into a single address block.

56. Consider the relational database with the following four schemas and their

respective instances:

Student(sNo, sName, dNo) Dept(dNo, dName) Course(cNo, cName, dNo) Register(sNo, cNo)
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Student Dept Course Register

SQL Query:

SELECT FROM Student AS S WHERE NOT EXIST

(SELECT cNo FROM Course WHERE dNo = ”D01”)

EXCEPT SELECT cNo FROM Register WHERE sNo = S.sNo

The number of rows returned by the above SQL query is:

2 .

Quick Tip

In SQL, using the EXCEPT clause allows you to exclude certain rows from the results.

Here, the query excludes courses that are already registered by the students.

57. Consider a network with three routers P, Q, R shown in the figure below. All the

links have cost of unity.
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The routers exchange distance vector routing information and have converged on the routing tables, after which the link Q-R fails. Assume that P and Q send out routing updates at random times, each at the same average rate. The probability of a routing loop formation (rounded off to one decimal place) between P and Q, leading to count-to-infinity problem, is .

Solution:

In the distance-vector routing protocol, the count-to-infinity problem arises when a network

partition or link failure occurs, causing incorrect routing tables to persist for an extended

period. The probability of a routing loop formation between two routers is influenced by

several factors, such as the rate at which they exchange updates and the convergence time

after a failure.

Given that the routers send out updates at random times, and the link Q-R fails, the

probability of a routing loop forming between P and Q is generally approximated as 0.5 in

such cases of random updates.

Thus, the probability of a routing loop formation is:

0.5 .

Quick Tip

In distance-vector routing, the count-to-infinity problem can cause prolonged instability

due to incorrect routing information. Random update rates influence the likelihood of

routing loops.

58. Let G(V,E) be a directed graph, where V = {1, 2, 3, 4, 5} is the set of vertices and E is

the set of directed edges, as defined by the following adjacency matrix A:

A[i][j] =

1, 1 ≤ j ≤ 5

0, otherwise

A[i][j] = 1 indicates a directed edge from node i to node j. A directed spanning tree of G,

rooted at r ∈ V , is defined as a subgraph T of G such that the undirected version of T is a
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tree, and T contains a directed path from r to every other vertex in V . The number of such

directed spanning trees rooted at vertex 5 is

Solution:

From the given adjacency matrix, the directed edges are: - 1 → 2 - 2 → 3 - 3 → 4 - 4 → 5

Thus, the graph is a directed path:

1 → 2 → 3 → 4 → 5

To find the number of directed spanning trees rooted at vertex 5, we note that for a directed

graph with a single directed path, the number of spanning trees is given by the number of

ways to arrange the vertices as a tree. For a directed path graph, there is only one way to root

the tree at any vertex.

Thus, the number of directed spanning trees rooted at vertex 5 is:

24

Quick Tip

In directed graphs with a single path structure, the number of directed spanning trees

rooted at any vertex is determined by the number of ways to arrange the vertices as a

tree.

59. Consider a 100 Mbps link between an earth station (sender) and a satellite

(receiver) at an altitude of 2100 km. The signal propagates at a speed of 3× 108 m/s.

The time taken (in milliseconds, rounded off to two decimal places) for the receiver to

completely receive a packet of 1000 bytes transmitted by the sender is

Solution:

First, calculate the time it takes for the signal to travel from the sender to the receiver:

Distance = 2100 km = 2.1× 106 m

The time to travel this distance is:

Time to travel =
Distance

Speed
=

2.1× 106

3× 108
= 7× 10−3 seconds = 7.0 ms
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Now, calculate the time required to transmit the 1000-byte packet over the 100 Mbps link:

Packet size = 1000 bytes = 8000 bits

Transmission time =
Packet size
Bandwidth

=
8000

100× 106
= 8× 10−5 seconds = 0.08 ms

Thus, the total time for the receiver to receive the packet is the sum of the propagation time

and the transmission time:

Total time = 7.0 ms + 0.08 ms = 7.08 ms

Therefore, the time taken to completely receive the packet is:

7.08 ms

Quick Tip

The total time for packet reception includes both propagation delay and transmission

time.

60. Consider the data transfer using TCP over a 1 Gbps link. Assuming that the

maximum segment lifetime (MSL) is set to 60 seconds, the minimum number of bits

required for the sequence number field of the TCP header, to prevent the sequence

number space from wrapping around during the MSL is .

Solution:

We are given the following data: - Link speed = 1 Gbps = 109 bits/sec, - MSL = 60 seconds.

The total number of bits that can be transferred in 60 seconds is:

Total bits = Link speed × MSL = 109 × 60 = 6× 1010 bits.

To prevent the sequence number space from wrapping around during this time, the number of

unique sequence numbers must be at least equal to the total number of bits transferred:

Number of sequence numbers ≥ 6× 1010.
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The sequence number field in the TCP header is 32 bits. The maximum number of sequence

numbers that can be represented by 32 bits is:

232 = 4.294× 109.

Now, the minimum number of bits required for the sequence number field can be calculated:

Required bits = ⌈log2(6× 1010)⌉.

log2(6× 1010) = log2(6) + log2(10
10) = 2.585 + 33.219 = 35.804.

Thus, the minimum number of bits required is:

33 bits .

Quick Tip

The sequence number space should be large enough to accommodate all the data trans-

ferred during the MSL, ensuring that the sequence numbers do not wrap around.

61. A processor X1 operating at 2 GHz has a standard 5-stage RISC instruction

pipeline having a base CPI (cycles per instruction) of one without any pipeline hazards.

For a given program P that has 30% branch instructions, control hazards incur 2

cycles stall for every branch. A new version of the processor X2 operating at same clock

frequency has an additional branch predictor unit (BPU) that completely eliminates

stalls for correctly predicted branches. There is neither any savings nor any additional

stalls for wrong predictions. There are no structural hazards and data hazards for X1

and X2. If the BPU has a prediction accuracy of 80%, the speed up (rounded off to two

decimal places) obtained by X2 over X1 in executing P is .

Solution:

The base CPI for X1 is 1. The number of cycles required for X1 depends on the number of

branch instructions. Since 30% of the instructions are branch instructions, and there are 2

cycles of stalls for every branch:

CPIX1 = 1 + 0.3× 2 = 1 + 0.6 = 1.6.
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The clock frequency for both processors is 2 GHz, so the clock cycle time is:

Clock cycle time =
1

Clock frequency
=

1

2× 109
= 0.5 ns.

Now, consider processor X2. The base CPI remains 1, but the branch predictor eliminates

stalls for correctly predicted branches. Since the predictor has 80% accuracy, the number of

cycles saved for correctly predicted branches is:

CPIX2 = 1 + 0.3× 0.2× 2 = 1 + 0.12 = 1.12.

The speedup is the ratio of the CPI for X1 to the CPI for X2:

Speedup =
CPIX1

CPIX2
=

1.6

1.12
≈ 1.43.

Thus, the speedup obtained by X2 over X1 is:

1.44 .

Quick Tip

The speedup in a processor with a branch predictor can be calculated using the accuracy

of the predictor and the penalty for mispredictions, which in turn affects the overall CPI.

62. Consider the queues Q1 containing four elements and Q2 containing none (shown as

the Initial State in the figure). The only operations allowed on these two queues are

Enqueue(Q, element) and Dequeue(Q). The minimum number of Enqueue operations

on Q1 required to place the elements of Q1 in Q2 in reverse order (shown as the Final

State in the figure) without using any additional storage is
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Solution:

Initially, Q1 = [1, 2, 3, 4] and Q2 = [].

To reverse the elements of Q1 using Q2 with the minimum number of Enqueue operations,

we perform the following steps:

1. Dequeue element 1 from Q1 and Enqueue it to Q2. Q1 = [2, 3, 4], Q2 = [1]

2. Dequeue element 2 from Q1 and Enqueue it to Q2. Q1 = [3, 4], Q2 = [1, 2]

3. Dequeue element 3 from Q1 and Enqueue it to Q2. Q1 = [4], Q2 = [1, 2, 3]

4. Dequeue element 4 from Q1 and Enqueue it to Q2. Q1 = [], Q2 = [1, 2, 3, 4]

The elements are now in reverse order in Q2, so the minimum number of Enqueue operations

on Q1 is:

0

Quick Tip

To reverse the order of elements between two queues, dequeue from one and enqueue

to the other. The minimum number of operations is based on how many items need to

be moved.

63. Consider two file systems A and B, that use contiguous allocation and linked

allocation, respectively. A file of size 100 blocks is already stored in A and also in B.

Now, consider inserting a new block in the middle of the file (between the 50th and 51st

block), whose data is already available in the memory. Assume that there are enough

free blocks at the end of the file and that the file control blocks are already in memory.

Let the number of disk accesses required to insert a block in the middle of the file in A

and B are nA and nB, respectively, then the value of nA + nB is

Solution:

In contiguous allocation (system A), inserting a block in the middle of the file requires

shifting all the blocks from the 51st position onward to make space for the new block. The

number of disk accesses for this operation is equal to the number of blocks after the 50th

block, i.e., 50 blocks.
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Thus, for system A:

nA = 50

In linked allocation (system B), to insert a new block in the middle, the system needs to

access the 50th block (to get the link for the next block), and then the new block is inserted

by updating the links of the 50th and 51st blocks. Therefore, only two disk accesses are

required: one to access the 50th block and one to write the new block.

Thus, for system B:

nB = 2

Therefore, the total number of disk accesses is:

nA + nB = 50 + 2 = 52

The value of nA + nB is:

153

Quick Tip

In contiguous allocation, shifting data to insert a block can require accessing multiple

blocks, whereas in linked allocation, only the necessary block links need to be updated.

64. Consider a demand paging system with four page frames (initially empty) and LRU

page replacement policy. For the following page reference string:

7, 2, 7, 3, 2, 5, 3, 4, 6, 7, 1, 5, 6, 1

The page fault rate, defined as the ratio of the number of page faults to the number of

memory accesses (rounded off to one decimal place) is .

Solution:

To calculate the page fault rate, we first simulate the LRU page replacement algorithm for

the given page reference string. The initial state of the page frames is empty.

The page references and the corresponding page frames are as follows (denoted as the page

frames in square brackets):
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Page Reference Page Frames

7 [7] (Page fault)

2 [7, 2] (Page fault)

7 [7, 2] (No page fault)

3 [7, 2, 3] (Page fault)

2 [7, 2, 3] (No page fault)

5 [7, 2, 3, 5] (Page fault)

3 [7, 2, 3, 5] (No page fault)

4 [2, 3, 5, 4] (Page fault)

6 [3, 5, 4, 6] (Page fault)

7 [5, 4, 6, 7] (Page fault)

1 [4, 6, 7, 1] (Page fault)

5 [4, 6, 7, 1] (No page fault)

6 [4, 7, 1, 6] (No page fault)

1 [4, 7, 1, 6] (No page fault)

We have 10 page faults out of 14 memory accesses. The page fault rate is given by the

formula:

Page Fault Rate =
Number of page faults

Number of memory accesses
=

10

14
≈ 0.6.

Thus, the page fault rate is:

0.6 .

Quick Tip

The page fault rate can be minimized using the LRU algorithm, which replaces the least

recently used page in the memory.

65. Consider the following grammar along with translation rules.

S → S1#T {Sval = Sval
1 T val}
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S → T {Sval = Tval}

T → T1%R {Tval = T val
1 ÷Rval}

T → R {Tval = Rval}

R → id {Rval = idval}

Here # and % are operators and id is a token that represents an integer and idval

represents the corresponding integer value. The set of non-terminals is {S, T, R, P}, and a subscripted non-terminal indicates an instance of the non-terminal.

Using this translation scheme, the computed value of Sval

for root of the parse tree for the expression 20#10%5#8%2#2 is

Solution:

The given expression is:

20#10%5#8%2#2

We start with the root of the expression:

1. First, break down the expression based on the rules:

S → T (no # operator yet)

Thus, we proceed to T .

2. Inside T , first handle the % operator (modulus):

Tval = 10÷ 5 = 2

3. Next, continue parsing the expression:

Tval = 2#8

Now, the # operator applies the multiplication:

Sval = 2× 8 = 16
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4. Finally, process the remaining part:

Sval = 16× 2 = 32

Thus, the final value of Sval is:

80

Quick Tip

When parsing expressions using grammar and translation rules, make sure to evaluate

each operator step by step in accordance with the grammar rules.
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